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Abstract. Distributed case-based reasoning architectures have the po-
tential to improve the overall performance of case-based reasoning sys-
tems. In this paper we describe a collaborative case-based reasoning ar-
chitecture, which allows problem solving experiences to be shared among
multiple agents. We demonstrate how this technique can be used success-
fully to solve an important challenge in the area of personalised route
planning; the problem of how to generate route plans that conform to a
user’s implicit travel preferences in an unfamiliar map territory.

1 Introduction

Distributed case-based reasoning strategies, where problems are solved by the
combined effort of multiple, independent CBR agents, have the potential to
improve the performance and maintainability of real-world case-based systems
[10-12]. For example, efficiency can be improved by distributing problem solv-
ing effort across multiple independent agents operating in parallel. Also, any
single CBR system or agent will have limited coverage characteristics, but by
combining multiple agents, with independent or overlapping coverage contribu-
tions, overall system coverage can be improved. Similarly, solution quality can
be enhanced by pooling the solutions offered by each CBR agent. And finally,
since each individual agent can be treated as an independent problem solving
entity, overall system maintenance is made easier - agents may be locally adapted
independently of the other agents.

In this paper we propose a distributed case-based reasoning framework called
collaborative case-based reasoning (CCBR) where problem solving experience
and responsibility is distributed among multiple CBR agents. Individual agents
are capable of directly solving problems that fall within their area of expertise,
but draw on the experience of other agents for problems that do not.

The CCBR framework is motivated by realistic challenges faced in the area
of personalised route planning; that is, the problem of how to generate routes
that not only satisfy a specific travel goal, but that also respect the implicit
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route planning preferences of an individual user. Researchers have shown that
during route planning different users can be influenced by very different prefer-
ence models, and in fact that individual users may not even be aware of their
own planning preferences [14, 16]. Hence, unlike related work [6,9, 14], in our re-
search we have developed a case-based approach that operates without explicitly
modeling these preferences according to some fixed preference model [7, §].

One of the shortcomings of our previous work is that it is limited to generating
personalised route plans in regions of a map where the target user has some
prior planning experience. As such, it is not possible to personalise routes from
an unfamiliar territory. CCBR provides a solution to this problem. Each user’s
route planning needs are addressed by a single CBR, agent with a case-base of
preferred route plans for that user. In the situation, where a given user needs to
plan a route in an unfamiliar territory, the user’s agent will seek to locate and
reuse the case-base of another agent with experience in the target territory and
with similar preferences.

In the remainder of this paper, after outlining related work in the area of
distributed CBR (Section 2), we will focus our attention on collaborative CBR.
Section 3 details the CCBR framework and in Sections 4 and 5 we describe and
evaluate how CCBR can be used in the domain of personalised route planning.

2 Background

The term distributed case-based reasoning can be used in two different contexts.
First, it can be used to refer to single-agent case-based reasoning systems where
case experience is distributed across multiple case-bases, but where there is a
single problem solving agent with access to these case-bases. For example the
work of Aha & Branting [2] and Smyth & Cunningham [18] focuses on CBR
systems with access to multiple, hierarchical case-bases that contain problem
cases at different levels of abstraction. New problems are solved in a top-down
fashion by selecting and combining multiple cases to solve the sub-parts of the
target problem; similar approaches are described by [1,13].

Alternatively, multi-agent distributed case-based reasoning systems distribute
case knowledge and problem solving effort across multiple CBR agents. For ex-
ample, Nagendra Prasad et al. [11] describe the CBR-TEAM system that uses
a set of heterogeneous cooperative agents in a parametric design task (steam-
condenser component design). Each agent is responsible for a particular com-
ponent design task and the agents cooperate to resolve design conflicts as each
new design is constructed from the contribution of the individual agents.

Nagendra Prasad & Plaza [12] introduce the Federated Peer Learning (FPL)
framework, which aims to study different models of cooperation within multi-
agent distributed CBR frameworks, and in particular looks at the situation where
an individual agent can leverage the learning capabilities or past experience of
other agents. Unlike the work described above, the agents in the FPL framework
are usually capable of solving the overall target problem, rather than specialising
in solving individual sub-problems. The authors introduce two different modes



of cooperation within the FPL framework: (1) an agent A; transmits the target
problem to another agent A; and transfers problem solving authority to this
other agent; (2) an agent A; transmits the target problem and a method for
solving it, to another agent A;, and thus A; benefits from A;’s accumulated
experience but maintains control of how the target problem should be solved.

Collaborative Case-Based Reasoning can be viewed as a form of Federated
Peer Learning. It describes a multi-agent CBR system in which individual agents
can leverage the problem solving experience of others. However, CCBR differs
from other FPL cooperation models in the sense that each agent retains problem
solving authority by solving each target problem locally. When a given agent,
A;, does not have the experience to solve the target problem, A; cooperates with
other agents by borrowing their problem solving experience.

3 The Collaborative Case-Based Reasoning Architecture

The CCBR architecture, shown in Figure 1, consists of a collection of homoge-
neous CBR agents, Ay, ..., A,,. The agents have the same CBR capabilities, but
differ in their problem solving experiences. An agent case-base, C'B;, may focus
on specific regions of the target problem space, and thus each agent may dif-
fer in their problem solving coverage, thereby allowing different agents to solve
different problem types. Alternatively, the agent case-bases may cover similar
problem solving regions but differ in their solution biases, thus allowing different
agents to solve the same problems in different ways.
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Fig. 1. The Collaborative Case-Based Reasoning Architecture

For our personalised route planning requirement each agent corresponds to
an individual user and the CBR component consists of a personalised case-based
route planner with a case-base of their preferred route planning experiences. The
current architecture functions on the basic assumption that this set of positive



routing plans exists and is not concerned with its origins. One possibility is that
the case-base holds routes frequently followed by a user. These routes could be
collected by manual user-specification or non-intrusively through an in-car GPS
navigation system. Each agent will cover a particular route planning territory
according to a specific user preference model, and thus different agents will solve
the same problems in different ways according to their user’s preferences. Of
course, in general each CCBR agent may be associated with a set of users rather
than a single user, depending on the application setting. For example, in a call-
centre or help-desk scenario [4] a given CCBR agent may cover a particular set
of product types and service the requests of many users that have purchased the
corresponding products.

Very briefly, new target problems, p;, are presented to the appropriate agents,
A;. Each agent is assumed to be equipped with a capability model which allows
it to determine the coverage capabilities of its own local case-base. If A; can
solve p; the solution plan s; is generated locally and returned to the originating
user. Otherwise, A; broadcasts the current problem to the other agents, along
with a representation of any local problem solving constraints Aj. Each remote
agent is responsible for evaluating whether p falls within its capability given
the constraints. When a suitable agent, A;, exists, its relevant cases, CB;-, are
returned to A; where they are used to solve the target. It may be that more
than one suitable collaborating agent is found for A; in which case more than
one set of cases, {CB}}, can be returned to A;. In the next section we will take
a closer look at the CCBR concept with a particular focus on the personalised
route planning application.

4 CCBR for Personalised Route Planning

Our research is motivated by the need for better route planning systems. These
systems should efficiently generate route plans to solve a target problem while
respecting the implicit travel preferences of a target user. There are two inter-
esting types of route-planning scenarios: Type 1, solving an unfamiliar problem
in a familiar territory; or Type 2, solving an unfamiliar problem in an unfamiliar
territory. As mentioned earlier we have previously demonstrated the benefits of
a case-based approach to deal with Type 1 problems [7,8], but this approach
fails to adequately handle Type 2 problems, since by definition the user will not
have access to relevant cases from the unfamiliar territory. By implementing a
collaborative case-based reasoning system, where each user is associated with an
individual route-planning agent, we can leverage the experience of other agents
with the relevant planning expertise, in order to deal with Type 2 challenges.
This notion of sharing the experience of similar users has been widely prac-
tised with tremendous success by collaborative filtering systems [3,5,17], but
has largely been ignored in the pure CBR context.

The top-level CCBR agent algorithm is illustrated in Figure 2. Upon receiving
a target route planning problem, p (consisting of a start and goal location), the
target agent A; first determines if p falls within its area of expertise. In the



context of route planning this capability check determines whether any of the
junctions that make up the routes in the target agent’s case-base are near to the
start and goal locations of p. If this is the case then the target user agent has
planning experience in the problem territory and their own case-base is used to
generate a routing solution to the target problem. In short, where p is covered
by A;, planning proceeds using the agent’s local CBR Planner (see Figure 3).
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Fig. 2. The top-level CCBR agent algorithm.

If p is not covered by A; then the collaborative component seeks to locate
cases from a set of similar users that do have the required planning experience
with A;, and solves p using these borrowed cases. Specifically, A; broadcasts p
to each remote agent (A; and Ay in Figure 2) and selects that agent with the
highest quality score (see Section 4.2). In Figure 2 the agent A; is selected as
the best quality agent for A;.

4.1 The Case-Based Component

The core case-based route planning algorithm is shown in Figure 3. This tech-
nique has been described and analysed in detail in earlier work [7,8], but we
outline it here for completeness and because it serves as the core problem solv-
ing capability of each collaborative case-based reasoning agent. Very briefly, each
new route is generated recursively by retrieving and adapting multiple cases to
fit the current problem. Each recursive call attempts to solve a particular part
of the overall target problem by reusing a case section such that the remaining
uncovered distance is maximally reduced. If at any stage a suitable case cannot
be found, or if the distance between the current start and goal locations is below
a set threshold, the standard distance-based A* planning algorithm is used to
complete the route.

In addition, a geometric case indexing scheme is employed in which a route
case, C is abstracted as a straight line segment, C', connecting the case’s start



RoutePlan (start, end, CB, threshold)
1 If Dist(start,end) < threshold then

2 route - A*(start,end)
3 Elseif
4 case - RetrieveCase (start, end, CB)
5 If case then
6 section - AdaptCase (start, end, case)
7 route - RoutePlan (start, Start(section),CB,threshold)
+ section + RoutePlan (End(section),end,CB,threshold)
8 Else route - A*(start,end)

9 Endif
10 Return(route)

RetrieveCase (start, end, CB)
10 Foreachcase C 1 CB

11 C.X = junction in C with min Dist(start,X 1)
12 C.Y '~ junctionin C with min Dist(Y ' ,end)

13 End For

14 C - case with min Dist(start,C.X *)+Dist(C.Y ' ,end)

15 Return(C)

AdaptCase (start, end, C)

16 C.X ' = junction in C with min Dist(start,X 1)
17 C.Y ' = junction in C with min Dist(Y ' ,end)
18 section - road segments in C from C.X " toCY

19 Return(section)

Fig. 3. The CBR route planning algorithm.

and goal locations (see Figure 4). This so-called fast-indezxing strategy facilitates
a very efficient retrieval mechanism whereby problem-case similarity is estimated
to be the sum of the perpendicular distances from the start (s) and goal (g)
locations to the case line segment. This is illustrated in Figure 4, where the
problem-case similarity is computed as |s,z| + |g, y|- This fast-indexing scheme
is preferred to the standard approach in which a case is indexed according to its
individual junctions, with problem-case similarity computed as the sum of the
distances between the start and goal and their nearest case junctions. Clearly
this standard approach is far more computationally expensive at retrieval time
since each case junction must be examined in turn. A more detailed account of
these indexing stategies can be found in a previous paper [7].

It is important to understand that, unlike many traditional approaches to
personalised route-planning, this case-based approach makes no strong assump-
tions regarding the structure of user preference models. In fact we assume that
such knowledge is not available. We argue that routes that have been liked by a
user have been preferred because they conform to that user’s preference model,
whatever it might be. We have previously shown that this case-based approach
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Fig. 4. The fast-indexing technique treats individual routes as simple line segments to
facilitate an efficient indexing and retrieval scheme.



allows us to reuse and re-combine these preferred routes to generate new routes
that also respect the users planning preferences, and in a fraction of the time
taken by traditional approaches [7, 8].

4.2 The Collaborator Component

As we have already mentioned, while the pure CBR approach to route planning
works well, it is limited to Type 1 route-planning problems (problems from
familiar territories). To deal with Type 2 problems (problems from unfamiliar
territories) a target user agent A; must be provided with access to relevant cases
from another user, who does have the necessary experience. The key to success
then, is the identification of agents that not only have experience in the target
problem territory, but that also have similar route-planning preferences to the
target user. As mentioned previously, in Section 3, each agent, A;, is equipped
with a collaborator component, whose job it is to assess whether it is capable
of solving the current target problem, p, and whether its preference model is
similar to some A;.

The overall quality of an agent A; with respect to a particular target route-
planning problem p for a target agent A; depends on the coverage that A;
provides of p and the similarity of A4; to A;. The quality metric used is shown
in Equation 1, which allows the relative weight of user similarity and problem
coverage to be adjusted; in our experiments we have found w = 0.75 to deliver
the best results.

Quality(A;, Ai,p) =
(1 — w) * ProblemCoverage(A;, p) + w * AgentSimilarity(A;, A;) (1)

After the target agent A; has broadcast the target problem p and its case-
base to the other collaborative agents, it receives a set of quality scores from
each of these. A; then selects the best agent and merges their case-base with its
own local case-base in order to solve the target problem. Alternative selection
strategies may be used, such as the selection of the top k agents for example.

Problem Coverage: The problem coverage metric is designed to evaluate the
likelihood that a user agent A; will adequately cover the target problem p;
that is, the likelihood that A;’s case-base will contain cases that are useful in
constructing a route that satisfies p. We compare the junctions in A;’s case-base
to the set of junctions, Region(p), in the region of p, and compute the overlap
according to Equation 2. We calculate Region(p) according to Equation 3, which
computes all junctions that fall between the start and goal locations of p.

Junctions(A;) N Region(p)

ProblemCoverage(A;,p) = Region®)|

(2)

Region(p) = {j : Distance(start(p),j) < Distance(start(p), goal(p))
A Distance(j, goal(p)) < Distance(start(p), goal(p))} (3)



Agent Similarity - Shared Problems: To determine whether the preference
models of the two agents are similar the collaborator compares its local case-base
to the case-base of the target agent. The agent similarity metric is designed to
evaluate the similarity between the preference models that underpin the route-
planning experience of two users. Of course we do not have direct access to these
models, but we do have access to the route plans that they helped to build.
Thus, we can estimate the similarity between the target and a local agent by
comparing their case-bases in two steps: step 1 identifies route-planning problems
that the agents have in common, their shared problems; and step 2 evaluates the
similarity of their solutions to these shared problems. Two cases c¢; and c¢; have a
shared problem, p = (s, g), if both cases contain a maximal continuous sequence
of junctions that start at s and end at g - see Equation 4. For example, Figure 5
shows an example with two cases, ¢; from agent A; and c; from agent A;. These
agents share a common problem p = (J — 46, J — 200).

SharedProblem(A;, Aj,s,g9) <+
de; € A; = {s,21...2n,9} Cc; A
Je; € A {s,y1.-.Ym, 9} C¢; A
—-3s',g' € {z1...xn} : SharedProblem(4;,A;,5',4") (4)

¢; [3-101] 3-21 | 3-46 | 3-39 | 3-67 [3-671] 3-59 [3-200] 3-31 |
T

= |
¢; [ 3-73 | 3-46 | 3-39 [ 3-47 [3-672] 3-38 | 3-59 [3-200]3-547 |

Fig. 5. Cases ¢; and ¢; share a route-planning problem from J-46 to J-200.

Agent Similarity - Solution Overlap: Two users are similar if they solve
their shared problems in a similar way, that is, if the same route segments are
chosen for their solutions to the same problems. If two users share many prob-
lems, and consistently agree in the way that they solve these problems, then these
users must have very similar underlying preference models. Thus, to measure the
similarity between two user agents, A; and A;, we compute the average solution
overlap between their shared problems. That is, if SP(A4;, A;) = {p1,...pn} is the
set of problems shared between A; and A;, and if SS;;(k) is A;’s solution to the
k" shared problem between A; and A4, then the similarity between these agents
is given by Equation 5. For instance, taking our earlier example (see Figure 5,
the solution overlap between ¢; and c; is %.
Ek_l SS;i; (k) NSS;i(k)

=1...n §8;;(k) USS;:(k) )

n

Similarity(A;, A;) =



5 Experimental Evaluation

So far we have argued that collaborative case-based reasoning allows us to solve
a significant shortcoming of our previous work in personalised route planning,
namely, how to generate personalised route plans for a given user in unfamiliar
territory. Collaborative CBR achieves this by facilitating the sharing of agent
experience, and in the context of route planning this means that it is possible
for an agent to solve a target problem from an unfamiliar territory by borrowing
cases from a similar agent. The key questions now relate to solution quality and
problem solving efficiency and in this section we examine these issues in detail.

5.1 Set-Up
We compare the performance of three route planning algorithms:

Distance-Based A*: standard A* planner with a distance based cost function;
CCBR-STD: a collaborative, case-based planner with standard case indexing;
CCBR-FI: a collaborative, case-based planner with fast-indexing;

Some may argue that a purely distance-based cost heuristic for A* (our
benchmark for comparison) is less appropriate than one based on a measure of
traffic flow or scenic value. This may well be true, but unfortunately many digital
maps lack this sort of information. Thus, the distance-based A* method has been
largely adopted by a majority of the existing route planning technologies.

As mentioned earlier, we have previously developed a pure CBR route plan-
ning approach that generates routing plans for a user based on their past routing
patterns [7,8]. In this work we investigated the two methods of case-indexing;
the standard indexing approach (CBR-STD) and the fast-indexing approach
(CCBR-FI), as outlined in Section 4.1. Qur evaluations confirmed that our CBR-
STD approach made significant efficiency sacrifices in order to produce high
quality routing solutions but the CBR-FI approach was capable of generating
high quality routing plans in a fraction of the time taken by the traditional A*
approach. Testing the previous CBR-STD technique with our new collaborative
planner (CCBR-STD) serves as a benchmark, to ensure that the solution quality
difference between the CBR-STD and CBR-FI techniques is acceptable.

Ideally we would like to evaluate our techniques using real users with real
case-bases generated over time. Unfortunately, real users are hard to come by and
were not available for the study at hand. Instead we chose to simulate users by
defining artificial cost functions and generate case-bases that conform to these
functions; this is similar to the dummy profile strategy described in [15]. We
define a user cost function by assigning random weights to the road segments
of our digital map, and the cost of an individual road segment is computed
according to the cost function shown in Equation 6.

Cost(segment) = length(segment) x weight(segment) (6)

One can view these weights as being inversely proportional to the desirability
of the road segment for a given user, where desirability is based on some complex



and hidden user preference model. Road segments with a high weighting have a
low desirability and present with a higher cost than similar length road segments
with a low weight (high desirability). Now we can generate arbitrarily large
user case-bases for given user by using their specific cost function in association
with an A* planner to solve a set of selected route planning problems. This will
guarantee to generate a case-base of routes that minimize the user’s cost function.
These are the ideal routes for the user, the routes that the user would prefer in
a real-life route-planning scenario. We also localise each case-base to a specific
map territory by selecting the route problems from this territory acording to a
specific probability function.

5.2 Method

A set of 260 test users is generated, each with a different preference model
(cost function). In general, these preference models are generated such that they
display varying degrees of similarity. The similarity values exhibited between
pairs of users ranges from 0 to 1, with an average of 0.81 and a standard deviation
of 0.13. For each user we generate a case-base of 200 cases in a target territory
and 60 test problems outside of this territory. The levels of coverage overlap
between user case-bases ranges from 0 to 0.77, with a mean pairwise coverage
overlap of 0.3 and a standard deviation of 0.155. It is important to note here
that user profiles are constructed such that the users personal cost function is
not correlated with the distance-based A* cost function. In this way, we are
assuming a minimal relationship between the A* distance-based cost heuritic
and the users preference model. The optimal route for each target problem and
user is calculated such that the cost function for that user is minimised. These
optimal routes are the routes that would be ideally chosen by the user and serve
as a benchmark against which to evaluate the routes produced by our planner,
which of course do not have access to the actual cost functions.

Each target problem is solved by the three test algorithms, using different
sized profile case-bases for each user, ranging from 50 to 200 cases. The mean
problem solving efficiency and solution quality is measured for the resulting
target solutions. The above is repeated across all 260 users and the efficiency
and quality results are averaged for each of the case-base sizes tested.

5.3 Planning Efficiency

The efficiency of each of the three planning algorithms is measured in terms of
the mean total problem solving time for the target problems. Note that the total
problem solving time of an agent for a given target problem includes the execu-
tion time for the collaborator component plus the execution time for the target
agent’s case-based planner. The execution time for the collaborator component
is essentially the average time it takes a remote agent to evaluate its similarity
to the target agent and identify those cases needed by the target problem.

The overall efficiency results are shown in figure 6 as a plot of mean problem
solving time time versus case-base size. The results are positive showing that
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the efficiency of both versions of the CCBR planner (CCBR-STD and CCBR-
FI) enjoy superior problem solving efficiency than the standard A* planner.
The CCBR-STD does not perform as well as CCBR-FI, due to its expensive
indexing and retrieval methods. Indeed, the CCBR-FI technique solves target
problems between 9 and 23 times faster than the A* method, and between 5 and
7 times faster than CCBR-STD. As expected, we find that the efficiency of both
case-base methods is linearly related to case-base size, although the CCBR-FI
method is far less susceptible to increasing case-bases, and its mean problem
solving time is unlikely to overtake A* for reasonable profile case-base sizes. In
contrast, after the 300 case mark the CCBR-STD method is set to experience
problem solving times that are greater than those needed by A*. A fundamental
issue in distributed computation is the tradeoff between processor and network
load. In figure 6 the dashed lines indicate the efficiency cost experienced by the
compared planners assuming a low network bandwidth of 56 kilobits per second.
We accounted for the trade-off by calculating the average size of a case-base over
56K and adjusting the efficiency times accordingly. Of course in reality we would
expect the bandwidth to be much higher.
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Fig. 7. Computational efficiency comparison showing the mean breakdown in execution
times for the collaborative, case-based route planning algorithms.

Figure 7 shows the computational breakdown for the CCBR-STD and CCBR-
FI methods. Clearly the majority of the problem solving time is associated with



the CBR component, since the task of ranking potential collaborators is dis-
tributed across multiple agents. For both algorithms the collaborator compo-
nent represents an average of 250 msecs of the total problem solving time at the
200 case level, with the CBR component taking approximately 6400 msecs on
average for CCBR-STD versus only 820 msecs for CCBR-FI.

In summary our collaborative case-based reasoning method has the poten-
tial to offer an efficient case-based planning framework. Overall the CCBR-FI
method is capable of delivering personalised route plans in a fraction of the time
taken by a standard first-principles approach such as A*.

5.4 Solution Quality

Our main reason for developing the CCBR concept is as a way of extending the
coverage of a case-base route planner. Planning efficiency is just part of the eval-
uation equation. Ultimately, the collaborative case-based reasoning approach can
only viewed as being successful if high quality routes are generated. Therefore,
the important question is: do the CCBR planners generate routes that respect
the planning preferences of the target users, even though the routes are created
from the route planning experience of other similar users? Furthermore, we are
concerned with the level of variance exhibited between routes generated by the
distance-based A* method and those generated by our collaborative approach.

In our earlier work we demonstrated that a single-agent case-based planner
is capable of generating high quality routes when its case-base provides adequate
coverage of the target territory. But of course it is by no means a given that this
will hold true if routes are generated from the case-bases of other users, even if
these other users appear to be similar to the target user. For a start, our user
similarity metric is unlikely to be perfect, and hence reliability in identifying
similar users is far from simple. And there are no guarantees that relevant,
similar users will always be available for a given target agent and problem.

After solving each of the 60 target problems for the 260 target users we mea-
sure the quality of the resulting solutions by comparison to the optimal solution,
which is already known. Two quality metrics are used. First, we compute the
segment overlap between each target solution and the optimal solution. An over-
lap value of 70% means that the target solution correctly incorporates 70% of
the actual road segments present in the optimal solution. Second, we compute
the true cost of the target solutions with reference to the target user’s underlying
cost model and compare this to the true cost of the optimal solutions.

The results are shown in Figure 8(a&b) where we plot overlap against case-
base size for each of the test planning algorithms. The results are extremely
positive. They show that both CCBR methods are capable of generating route
plans that share more road segments with their corresponding optimal route than
the routes generated by A*. For example, these results indicate that, on average,
A* produces target routes that share approximately 38% of their road segments
with the corresponding optimal route. In contrast, the CCBR-STD and CCBR-
FI methods exhibit overlap values of between 50% and 66% depending on case-
base size. As expected, the CCBR-STD methods performs better than CCBR-



FI, since CCBR-FT’s fast-indexing strategy results in minor quality sacrifices
compared to the more expensive standard indexing method.

We also find that the overlap tends to increase slowly with the case-base size.
This is to be expected because the case-base size refers to the average case-base
size of all of the agents in the CCBR system, and the availability of larger case-
bases improves the likelihood that a collaborating agent will exist with the right
cases to solve the current target problem. But also, the larger case-bases will
lead to more reliable agent similarity estimates.

(a) 950 - ®

75 -
70 900 -
g 1 850 |
5 601 -
g @ 800
50 4 o 750
o c
S 45 <
2 700 |
S 40 =
o 650 -
< 351
30 T T T 1 600
50 100 150 200 50 100 150 200
< Profile Case -base Size >
LEGEND: = =A= = CCBR-FI —— CCBR-STD ——¥—— Distance-Based A* - <~ - Optimal

Fig. 8. Quality comparison showing the mean overlap values (a) and mean route costs
(b) for each of the comparative route planning algorithms with the optimal route.

Similar characteristics are observed for our second route quality measure,
mean route cost, as shown in Figure 8(b). Both CCBR methods are seen to
approach the mean cost of the optimal routes. For example, at the 200 case
level the mean optimal route cost is approximately 690 units while the CCBR-
FI and CCBR-~STD methods generates routes with mean costs of approximately
740 and 760 units respectively. This is compared to 902 units for the routes
produced by the standard A* approach. In other words, the CCBR. methods
generate routes that are only 7% - 15% more costly than the optimal route,
compared to a relative cost increase of 30% for the A* methods. In general then,
these cost results indicate that while the CCBR methods are generating routes
with 55% - 70% segment overlap with the optimal routes, the missing segments
are being replaced by other high quality road segments. Once again, the CCBR-
STD method consistently produces routes that are closer to optimal than the
CCBR-FI technique, although the difference is minor (approximately 4%).

5.5 Summary Analysis

Our central hypothesis has been that it is possible to generate route plans that
reflect the implicit preferences of individual users in unfamiliar map territories,
by borrowing and reusing the cases of relevant similar users. Our results confirm



this hypothesis. We have shown that on average the quality of the route plans
generated by the CCBR methods is a significant improvement over the quality
of the routes produced by the standard non-personalised A* method. In other
words route planning experience can be sucessfully transferred between similar
users. Moreover we have demonstrated that these results can be achieved in
an efficient manner. In fact, the CCBR-FI is capable of delivering high-quality
routes in a fraction of the time that it takes A* or even CCBR-STD methods.

6 Conclusions

Distributed case-based reasoning systems have the potential to benefit from im-
proved performance characteristics compared to single-agent, centralised sys-
tems, both in terms of problem solving efficiency, problem coverage, and solution
quality. In this paper we have described a particular type of distributed case-
based reasoning strategy called collaborative case-based reasoning (CCBR), in
which individual problem solving agents can collaborate and share their problem
solving experiences by trading cases.

Our research has been motivated by the need to solve an important chal-
lenge in personalised route planning, namely how to generate route plans from
an unfamiliar map territory that are personalised for an individual user. The
collaborative case-based reasoning strategy promises a solution by allowing a
given user agent to borrow cases from similar agents that are familiar with the
target territory. We have described how similar agents can be located by compar-
ing agent case-bases and demonstrated empirically that by transferring relevant
cases to the target agent high-quality, personalised routes can be generated.

There is a tradeoff between agent similarity and their case-base coverage.
That is, a remote agent is useful to a target agent if it has a different coverage,
but to be considered similar they must share a set of common problems. In the
future, we intend to investigate and propose measures to manage this tradeoff.

In summary then there are two main contributions in this paper. First and
foremost, we have now developed a case-based route planning technique that
is capable of generating highly personalised routes in familiar and unfamiliar
map territories that reflect the implicit preference models of individual users.
Secondly, the collaborative case-based reasoning framework that has made this
possible is domain and task independent and, we believe, holds promise in a
wide variety of application scenarios.
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